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TEIX— %, ARG T —ARERIiH, @ 78— R E i I R AR, XA
T H /& —M i CrowdAl fil NeurIPS! 2017 F=/5pJ#klk: Learning to Run. IX/NIAEEA 41 4E1R
AR 18 4EMIBhE 0], —FH AL, Kk, X TH%ERMEI T 5 2 — MBI
IS . ATNXAME SR T — 4521 Actor-Critic (Soft Actor-Critic, SAC) HiEHIfRR T2,
[ I A — L 4 T R A e LR I . PRI AR 22 L s IR 55 -

13.1 NeurlIPS 2017 #E&%: Learning to Run

13.1.1 BN

Learning to Run f&—/~H CrowdAI F1 NeurIPS 2017 28 /05528, W3] T ¥F£ b2 >t
HRANRZE . EXMEST, Z5FEHERIFR ARG, 58— R A DUS
Al RE PR I — Sk IR T A B RSK BE 42 o AR 55 R AR AL T — AN UL B BB AR — AN e T s 12
BAUIAEL . Oy 7R AN AN A=) g 2 R 5T F s 7 1B Re iAo FL e, AR R 7 — M3
T OpenSim FE/] osim-rl #75%, 1 OpenSim & — % UL 8% A A AR W) B AN A=) ) 2 3R 55
Wi 13.1 s —/ a4 FAAAE N RS 5 .

RAMEGLE S T NERFEPRR. —MER. MUEEERESRES ORT. Sk FED
PINLP B BEAR Y o AS[RIER 23 2 (A B OGTT 33 (LU QR DG T RI®ED , T A 6 2G5 A v 311 el L AT 38
R AR )X S LA IR B 2R B B AR (Hﬁﬁﬂ, WUARIAT A AN 1E— AN, I HAE A
BICARND, TR 8 A8 5 2 i BEARE AR () o IX SR BEARTE 3 4Et Fh i AT 2 4Eiz3h . N

52 AR 24N 46 5 9 NIPS .
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TAET AR, BA TR AN ITH A A AR BEAR LBkl B8 b A AT P dk, BRIk T REAT 2
W7 BRSEFE E T SCREME AN ] o T 2 AR (K P AL 0

13.1  NeurlPS 2017 #k5kFE. Learning to Run 3858 ( MFHE )

o MRS 41 MA-
FEHEAE AR, o AR,y AR
FE R R, o,y D
*RENEROCT . IRRTTRIBERIAE (6 MED
*RENEROCTT . RS RIBERAEE (6 MED
R E (2 AMED
*PLLIEEE (2 AMED
*ORE BRI AAME. AR E G 14 MED
I ATREISERE : ARG T 2 CERAER —MNBOAMBEISHO s, HER8 1.0, &
e R AN R, R BB R T ME DY 100 ARHEZEDY 0.1 B E IS
Ao GER: ERAIFACKIIAET T, IXLEREHLE AL B8 0.0.)
R ANEAFY: BIE R o BER RS, DARL ORI T Y y AR RR . (PER: EIRATMIE
IR, P XA 0.0, TR EL.)
o SIVEEHE 18 MrEAE, 2 AIFRR 18 LA RIECRERE (B5TR 9 S
* fl 28 AL
* kL
* BRI
* BRI
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* I E AL
* L
* JHEz L
* L H Al
= i il
o BRI AL
* ALl R K B o Blig 2R S92 B T DA AR ST AR B
o HoAh2m .
* “done” (55 RRNIX— LRI KRG — . KEAE 1000 KIERBIEBHE 5 &=
T 0.65 KR A
ML B IR HR rh AT LAE AL T A OpenAl Gym % DeepMind Control Suite H 1]
Werk, XATEFRMIAEAIN I8, A& =g & B MBVER . Rk, ARG IR AR
(11 5 ) AR X AT 56 75 B — e R R 15 o TR DI 285 e B AR 732 % F — N HAT I SR HE 32
RARFIXAAES o TR TEERE 5 B ACRS B it 1 IX NS B A AR D07 AR, [RIt, kAT
HEFF L X AN H 347 BT

13.1.2 =%

AR B TT e, IXAIAEEAT AR BL R A A7 2228
1. B —/M % OpenSim LK) Conda M85 (444 opensim-r1).

conda create -n opensim-rl -c kidzik opensim python=3.6.1

2. WiEEATNIEIE# HT Conda 3135 .
E Windows I, i&47:

activate opensim-rl

£F Linux/OS X |, i&1T:

source activate opensim-rl

YR BEAERRURFT TN 1 £ v I g N THD ) i 2 o
3. ZEEIRATH Python 5L ) IRIE .

conda install -c conda-forge lapack git

pip install osim-rl
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13.2 D% Retk

H A 2017 BV, RXAPERCESEL I 7 =4 (22019 4F). B, WK Learning to
Run P38 i T IRAS BB DR 7. BRI, FAMIIHEEE XA FAG #2017 FRASPAEE KA
A, PUOVEMXIE . T, ERAIMIHE Pt 17— NP 2017 AR

git clone

https://github.com/deep-reinforcement-learning-book/Chapterl3-Learning-to-Run.git

AT I B A 27 2] SR AR RIS (Y da e 7B ik G e rh 4 it
I BL L, BATOL S 7B 224, w OB I BLR fir 466 2232 15 B

python -c "import opensim"

IR ERIERIEAT, WO AN, W] AR R 3 B s %
EEHIBENLRFEAT 200 DB, FRATAT LA Python RSS2 1T L R ér4 (7 Linux 35
15):

from osim.env import RunEnv # F )\ 41

env = RunEnv(visualize=True) # #]# L3 3%
observation = env.reset(difficulty = 0) # = &3
for i in range(200): # K EfF A

observation, reward, done, info = env.step(env.action_space.sample())

ARG T O A5 B OpenAl Gym iR I/ 2, X 20 A, i HAT — AN LaF %
R . FATHES AR — D NAFTEE (—A 41 4ER8D BINARIEIE (18 4E&E)
(RIS PR, AR E RENS ORI EL . W AT PTIE,  2RJh bR Rl e SO — AN IEAOE & 0 o Bl
(IR R 2590 52 3 KN, AT PT BE Sl B REAAAE foe /N SR SRAE I 1 DL T I AT RS 30

13.2 I E e

N T AR X AMTESS, EYIGHERE T TR — RAIET, A

o — /AL CPU R GPU SRR IKI AT I ZRHE 2

o BT EAET

o FEHLE M 85T (Exponential Linear Unit, ELU) ¥ bR 2L

» EFr#ELL (Layer Normalization);

o IEHEK,;

o BURTES;

o WLEEFRAEL BV B HUL nT BE A K, (HIRATRAESRBER MR TT =P
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o HRAE R BE AR OURR FO AR P P 5 ) B g s T e A FH D, (EERATRAESR BRI D5 b A A

ER, REEES RSN, BRI a e, Bl TeilEsi T+
SRR TR MAK AR S5 i@, AR B g s R o SR, ZERE
SCRAREAL . SOE RS O AN B 1 52 TT LIRS 55 (1 B A DL FI R id 27 2T i R 1

RGP R B RS, E— Nl CPU LS BEE AR 2L+
FOISIA] . O 1 S RO S SR, AT ZERER A ZRd BRI AT 1

13.2.1 HITI%

2PN R R 7 EEIRAT X ANME S AT AT IR S— 2T LA Learning to
Run M EEEUG B H I, /DFER LT el — MR B, 2 AR i T A B N
EERE . FTEEAR, XMW ER LR (Model-Free) 5k 5 > 5%, MRE RE
PESREME A (Deep Deterministic Policy Gradient, DDPG) K Actor-Critic (Soft Actor-Critic,
SAC), i # &/ LA CPU/CPU THE/INRORIAG — NEUF IS . Bk, REHE DR
% GPU Il ZRHESE .

T Learning to Run BN E LT, EGTHEFEH LA CPU M GPU K IF-474Aisk
Blo MEAR, CPU I GPU Z[H] [ PHTRHX AMESS AR, oA S A BoR AR I R — Mo 7
CPU L, 1 mE NG FE— B ARTE GPU Lo BEAN I 2 [ I 2R RO AE 2 8 Hh i 2 RSO
K IATINZR P i 415 CPU M GPU THE RN AAESS 12 BAE 18 Hh i itit. XEA A
FEOXANMESS B TT 5

W 13.2 s, fE— MR IREE SR 2T, UIZRd R H— AN ERE R AR B, T IX I8 TG
BRI REEVEEGHRINE ), JUHRAER £ CPU M Z A GPU fEHL T

Mg (#EE)

=g}

X N B
KWORER

B 132 AEBLKERERAFIPHTEHREISG. RAE—THERREANERE

13.3 JEoR TAE£ A CPU MZ /> GPU L #B5% B4R 5505 (Off-Policy) T4 FE ik 2 ST I 9F47
PIREER, Hd, — AR — MR —A “ THEE” REiT— i, 240 T1ES
A PAFEEFE—A GPU, RUAA I AN TAEE L 5E 4 G A GPU W7, fEXFEE T, i
[A]—~ GPU Ry EEM TAEE B E T I Fahi &, MIfE s )i A2 i KA A v BT
MR 2.
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13.2 D% Retk

/s N\

1’?% (3#78: CPU # 0) N

*““‘512@«5——;( 4 ) )
GPU 0 H#Ex
TEE G#rzcpukn )

(st ), o 7 )

FOERETTF

\\rﬁ
>

GPU M
[IT'F% (#72: CPU # N)

a
N =3 y

133 —PMELKRBREDRAZINFTNEEL, BITIHEZES - MESHREXENTEE
7, REWAHES T GPU LiJll%

BATMITE ST — R EIRATIM SAC vk, BE A IR BRI R AR POX AN T B 2 R
% GPU I HIMTES . BT 2R NFZ B EAAILE, FFERRRAE YR S B2 A
SHGEE . ARG, B X @R Python I multiprocessing BEHILE, JIIZRit fEH 1)
I 25 F1 2 %5 i B PyTorch [ multiprocessing BRIL= (7F Linux &% ).

LA, REGA TEEES DR, ERF RN 1ML SR 2 A T E L E,
L SERr b RAREA T —EM% (HT— 844K . PyTorch ff] nn.Module BB AT LLAb 3 i
ZAHREEFILZENGFHNESEIEO. BT Adam RALBENGHBA — g5, AL
MLAR ShareParameters() ERQEUCKAEZ iR th L i Lefd

def ShareParameters(adamoptim):
# £F Adam RUENSHET LA L HAE
for group in adamoptim.param_groups:
for p in group[’params’]:
state = adamoptim.state[p]
# Akt FEELEWEL, ST EREMELE
state[’step’] = 0
state[’exp_avg’] = torch.zeros_like(p.data)
state[’exp_avg_sq’] = torch.zeros_like(p.data)

#EAEEEE
state[’exp_avg’].share_memory_()

state[’exp_avg_sq’].share_memory_()
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TENZRR R, FATH LT 77 08 SAC Bk Sttt A M 2 A0 25

# EF W%
sac_trainer.soft_q_netl.share_memory()
sac_trainer.soft_q_net2.share_memory()
sac_trainer.target_soft_g_netl.share_memory()
sac_trainer.target_soft_g_net2.share_memory()
sac_trainer.policy_net.share_memory()

# EFRMESHK
ShareParameters(sac_trainer.soft_g_optimizerl)
ShareParameters(sac_trainer.soft_q_optimizer2)
ShareParameters(sac_trainer.policy_optimizer)

ShareParameters(sac_trainer.alpha_optimizer)

share_memory () & —~4k/K [ PyTorch [f] nn.Module FEBR[{) &%, A H FILEMAEML,
AT AT AL G 7, AHRAERX S A LI . “forkserver” J& 877742 1E Python 3
i CUDA TR R, Wi s

torch.multiprocessing.set_start_method(’ forkserver’, force=True)

[B] 75 2% 0 X v] PLAS Python fY) multiprocessing fRERILE .

from multiprocessing.managers import BaseManager

replay_buffer_size = le6

BaseManager.register(’ReplayBuffer’, ReplayBuffer)

manager = BaselManager()

manager.start()

replay_buffer = manager.ReplayBuffer(replay_buffer_size)
# il manager R EFLUEHEF

TETLRE T RIS Je g 4T LN fr &k A I g (%, BT “forkserver” J& 31572,
JIr LAFE Windows 10 _EIGiEHATXFER FFAT 1450

python sac_learn.py --train

ATt w] A BLT & I I 2R AR A .

python sac_learn.py --test
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13.2 D% Retk

13.2.2 /RIS

SRT, RIMEAEH T TR SEAT A, AT IEAREAE X AME S EIBUH R R B TATS%
152 3 PERTIR 2 25 SRS R AR R, 50 % o B 1 Jm 3 e B0 R A1 22 S T i 1 ot T 4008 5 A
AT FRBAN B Cof TSRS BB BRI 0O o AR VR BE SR AL 3] 7 IR IR AR rh 480 75 2 — 1
TSNS, JUHZXME Learning to Run XFEMIEAAES. Pl NHEIMAIRAEH )L/ L
T, R B ORI SE MR X M55

o RMEGRR: RIME AR BOEIE — MR E D BOR N, BLRE A2 BIE B LA ZRid 2 b R AR A

MIbRAEZE . 2 EAE S ARAEAC AT —4k, 23R >0t S 2o AR RS e T n s i 8

B AR TB. W SAC Hi 54210 —F L (Haarnoja et al., 2018) FrfiRIEN, K

A 5 27 2 BRI T RS il R B A TRCRURR, IO ] T HAth AL Gk 2 2] S . BRI, SAC

SOERIVEF IR T — N 60 L AR B R R S IR R IE AT, X B35 48R 1 sk b i

SHUHR IS R 1 R A

o fe¥Z 8T (Exponential Linear Unit, ELU) (Clevert et al., 2015) 5 i ## F LUK

BRI M 8 T (Rectified Linear Unit, ReLU) (Agarap, 2018): Jy | 753 5 e () 2 =) i FE 0

SERFHZ AR, FAEE A ELU A5 SRS [ 2% R 602 R0 B 8. ELU BRB0E SCATF

x, ifx >0
f(x) = (13.1)
aexp(zx—1), ifz<0

ELU Fl ReLU [¥15%t Lb il 13.4 fizw . A ReLU, ELU A3 5 40{H, X3 & e 4
TCRUE PR R R 0 (ALE, RALbRdEL, (R AAE KT EERE.
ERE SR T 0 AT LU =), PO @ el fh 22 B s U S B R B e 22, 45—
(R B 1D T 28 D) 24 B TG 1Y) L A0

o FRARAES: FOATHU 0L SN 0 26 455 8 P2 L (Ba et al. 2016). T
THtAR#ELL (Batch Normalization) , JEAREMXT BV GAEARLE MR WL E ERI#HE T
(1) B N TH S SME AT ZE KA AR A . AR IO H S A R G R %2 (Bias)
A s (Gain), XEAEIEAREN 2 G AR MBS 2 AT s I B & o ifE b X Fho72%:
FESERFR AT DL Bl I I 2Rt 72 .

o IMEES: WAEIGREFE S — A WRE T ZEE S BBk, SkimE I ZRm)
PAT I E] (Wall-Clock Time) » DQN J5 3C {3 BRI 28 22 i) e KAk (Max) 575K S
BLAE Atari 2600 Yk E TR 2T o WRIRATE SCEAS MK JRIE S &2 0, Hibd
FRMiEbR, JE4H DQN SCE I NGE 4 DNHEB W,  F A RN AN LR ) R AR
Bl [max(0;_1,0;), max(0;13, 0;14), max(0;17,0i+8), max(0;111,04112)]> KT FTEk M2 5 /2

4 (SEBr b, TR, ZBkiE T LI 2,3 B 4). e Eepkid mirh, Zh1Eb: E Sk
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By  p— RelLu
ELU, alpha=1.0
8 .
6 .
X
N 4 -

-10.0 -75 -50 -25 0.0 2.5 5.0 7.5 10.0
X

& 134 XtEb RelU F0ELU 8GR E, ELU EZ S O

7o RWE RGN E LG ER, K80 i Bhid A B i 8. R
7 DQN A Bk 0 1 REALYE, [RIRSBE 1oRFER . SR, AT T, FAE
MR AR BE, AMEHRKE AR W ARSI EAEBEE K AT R R B R
PAT, CIEHERI WO AR BRI WE P T BEAAE N B R M X . sSikrh, BATMEH 3 1F
NEEEE AR, b T HNS S PR BT ) 1 R A
« EHES: BAMBAENG PG AN 3R R RS 8, g UL E S
AR AR LT

13.23 ZFIJHER

I LA ERE A SAC HIE BRX SN TS, R REAREERETE 3 RIVIIZRET K 222 AR
HAFHRKN—BIEE, IR E— 4GPU Al 5S6CPU AR 55 28 EHEATIY, 450N 13.5 fF
e B 13.6 R T o) sk, AUFE R GG AR R BUE MR B R P i 2, ST ETRAE S
R Wt — BN R E, R T B S B ) 2 A LS AR
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135 Learning to Run EE+HBERANZALARIN (5 ) (LFEHE)

$33918
AR
— B
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RE&

136 Learning to Run fEFEHF IR ( WFIE )

£ 37

AGARAP A F, 2018. Deep learning using rectified linear units (relu)[Z].

BA J L, KIROS J R, HINTON G E, 2016. Layer normalization[Z].

CLEVERT D A, UNTERTHINER T, HOCHREITER S, 2015. Fast and accurate deep network learning

by exponential linear units (elus)[Z].

HAARNOJAT,ZHOU A, HARTIKAINEN K, et al., 2018. Soft actor-critic algorithms and applications[J].

arXiv preprint arXiv:1812.05905.
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EERERER

TREE A AR AR IR T ) B, R . BB RIS NS, U T B3
(kR . SR, IXFPEET-5 2] M ik Z S e PEAI A e, BRI 1 B A AR ISt S R i B A
ARER S — P& BRI iR Tk, e PLE IR B A S 5V 2 AT R R AT S5 & .
AV S I — L8 BUE I 5 1) T S AR AT A 48, B35 1 MG AR M i BB A — A i Dy /R ] SRR3R
i (Markov Decision Process, MDP) Z 5 AL FRGIRE . 5o f, FRATTHE 7 el 3 3 30 v S s A1
& (Proximal Policy Optimization, PPO) kM E R REMAR AL BEIX /> MDP i 2. SEIe3fhih—
A FSE SR BER A A 5000 FRIE A, FAh BRI G R AN B SRR S A . THE AR
B 4 L1 5 R 55 o

141 [ElfgiEma

UGG SR AR 8 T MR B R . B 2 H Ar s i AL B 5 1) MG T I & % i R A 1) 75 22
SR BRI R R G 20 L BORI A O . IS A i RS R 7R 2 P R B R
Ko B 141 BoR 7 — NG UEE LR B R AE . iRy i fE, 0 Adobe
Photoshop, #&ftsR KIEEIRE ), (HAAFE AR, FEM LR W7 A& TR, i
WIHERE RGIXFE R b, BRI S0 P RS 22 OC BB, DR G 7R 2 — P /2 A AL
PE. BRVERRCRI BB o & 2 i ) SR, U REH P AN A
F-& b, Lehn Facebook #1 Twitter, B 1% [ ZENS L (Bad Case) Woxt5 340 H /3 H -~ A H
K5 .

5 MG 80 B & H R B SE{E (Ground Truth) AN[A], PG 38 5 14 )1 SR 08 4 i T
ANELF Bk, BRI R A LRG58 . S B GI8 I vE E 2T
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141 B3 sx%

141 —PEFRERRENRD, ZNNRGEREFE PG RERFIHFEBRETE (R¥HE)

(A2 SR EAN B 7 Bk, DRI SR . X ST RN FR R E s . AR IR
FIH T NN AELR M, thln, FAVEFD R RE ). B 5 B S T e RiEsxt b
FEBAR A X IR 58 R U, DR M o A 7E AR 3K BT B B JEAR, AR SANHT SO e
LA (i X SR IEEO IR A . XD vE ARG L TR, (RS20 BN SUE BIEE,
PR T EATRI R -

i, AEE T2 207775, WEI R CNN L6 WA B 2 fA5 RAE LT, FFEL
13 TR K (Bychkovsky et al., 2011; Kupyn et al., 2018; Ulyanov et al., 2018; Wang et al., 2019).
SR, XFOTEWAAE RS B, RAENNGRH —DREALEE 2 Mg RIS DL R A PN 4 . ILAT,
BRIMGROWS = S, Flan, LI WS R M R 5 B, ERRIA IR
#f (Nataraj et al., 2019; Zhang et al., 2019). —YEMF 50 E TR, KGiREwRA S I N H T EG8E5E, &
RO PR IR — RPIEMOEA A, DA IR, fEARE S, IRATENGRL 1, FRih
— P HT) MDP A HOREAT B IG5 . FATE— N E 5000 5 EME HHcE & B AR 7~ 1) 7R
TEATR T, DR AP ) S PR S i R

R SIEZ AT, BATFEAHHE D Python JF: Pillow (Clark, 2015) Al scikit-image (Van der Walt
et al., 2014). ‘EATHRME TV 2 A0 A DR S EMG G 58 . w] DT AT 4n N ACRS B2 AN PyPI %22

el

pip install Pillow

pip install scikit-image

NI Pillow ff-F 55t ImageEnhance %5t LU B FI 7= 4R AY .

from PIL import ImageEnhance

def adjust_contrast(image_rgb, contrast_factor):
# R
# éiii:
# image_rgb (PIL.Image): RGB [
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F 143 Hab e BB R

# contrast_factor (float): FieF#HETFHEEML 0 F| 1.
# R [E:

# PIL.Image A%

#

enhancer = ImageEnhance.Contrast(image_rgb)

return enhancer.enhance(contrast_factor)

142 HATEELENELES]

TEK 5RA 2 2] B T MGG SR, 27 5 75 5 R W] )3 i AT B IR T R R /R . — A
H AR LI AR R R R AL RS, AN IR 1) BRI B b ARV SR AL S B 1 o 1A A8 3R it
T LR AT GG s FIR I G 77, DR RRME. AR R . TEATH, BATK TR F
BT S I R T T IR, AR R R . (A R, B
X3 % BER (Ren et al., 2015) SR v — % (119 58 Skt 1R SR AR

BB LA N X RGB BI& (1, he) YL, Hb 1 R EFGEG, b ReREERE
BB 8T ORFEEUE A, HIAIRAS So B {1}, 921k fEApD . BRER S HIT 4
e SO E, WiARE LR, B e N T SECRES . TEEERE, URPRESFE R E T
SPuE TIRERER . R, FEEAATEME. BRAEZ 5 TAERZM_E (Furuta et al., 2019;
Park et al., 2018) _E4k&:mF 50, F£fEH T CIELAB Eil a2 [ AE N5 7 22 il e 5

IL(R) = L(So) 13 = [1L(h) = L(Se+1)lI3 (14.1)

Hordr b xR R B R Sy, L& RGB it %5 /8] F| CIELAB it 45 7] 1] i 5

TN R E X S RV I I ARAS o RIS ST R, SRS T LR ER
Big. TS5 ARKZ, ERGHEERD R REAT M H S e B HI L. SR (Park et al.,
2018) #2175 T DON IR REAR, "ELEFTA S ETIN Q [EH A AN 2B . A1, Q-
Learning 1 H R 20 AL 51 S FRD Al v 0 @ W) i 2 3 BCHERLE AR (0 S H PR PR AT I 25—
RIS ) SRS JE R I — A TR R R “RHRAE” AERAL B AN A . R 14.1 B T A T
TE X IEE, HAHRIN 0 FIEhERR “THEAE” Sk,

MEFF RN ZE— DGR R 2% T ERE W EG-EE BN Bk, JATAEH G B
AR AWIIE B 7 28, T A& 2% Fe i FHAE ILSVRC 73 K5 4 (Russakovsky et al., 2015) _E i)l 2k
1) ResNet50 /2% o () i Jo — J2 B A2 T BUE (B A IR JZ R RN o IXFEIRIZRHIE+ o 2, &
A DA TF4F 22 HoA AR 38 1R SIAE 55 FR 2% (Redmon et al., 2016; Ren et al., 2016). 22 FH7 A TAE (Lee
et al., 2005; Park et al., 2018) ¥ JH &, FATEMIEME S it — L ZBARHETTEIEE . Bk
Ui, BATHHE T RGB it [AI7E (0,255), (0,255), (0,255) JiE P Al CIELab Zita 25 [AI7E (0, 100),
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142 AT &AL BRILFES]

*x 141 2REGEENESE

EG] fEi EG] fai

0 ToERAE 7| 4. SR x0.95
1| XHE x0.95 8 | 4. SREUHEE x1.05
2 XL x1.05 9 W g% x0.95
30| WBAIE x0.95 || 10 | #. SR x1.05
4 | WIRIRE x1.05 || 11 | 40, #GIH%E x0.95
5 ol x0.95 12 | 40, WA x1.05
6 I %1.05

(—60,60), (—60,60) LHE NG HHE . X=AFREIERK 2048 + 2000 4ERRMER . #%E, &
i1 4% PPO (Schulman et al., 2017) 1E A IS LA L. PPO & —Fl Actor-Critic 5%, EfE— &R
FMES ECOZEE T RER R, ERM%H 3 504 3 EREEUE A ETM%. 1217
B (Actor) WA 1 JZHLHIE (Critic) W% . Fif )28 ERM, KPR b %2
% R 73 700 2048 512 F1 128 MG, FFHMEH] T ReLU 1E MU R £

FAIT#E MIT-Adobe FiveK (Bychkovsky et al., 2011) $ii £ _FXF FA TR E2E4T 1 ¥Ffh . Horh
G 5000 5K FAEEUR, MR IEIEEENE 5 MAFEL XK (A/B/IC/D/E) BEEHIEEZ . 482 Hi
) TAF (Park et al., 2018; Wang et al., 2019) 2 J5, FATAMEH LXK CiBEMEG, FEHEPLIER 4500
Tk EGEAT ISR, )T 500 5K B Tk, JE4A RS2 DNG ¥ , mie g K% TIFF &
. FAVEA Adobe Lightroom ¥ B ATTER 4 A it & 100, B 75 8] sRGB 1 JPEG #& .
N T ARG, AT IR T EERN, Rk BRI R LN 512 B 5. BIEMES

TEF 142 FFIH.

*= 142 BTEGIEELN PPO BSEL

S H B S B
At 25 Adam || BIOERITRALEL 2
)R le-5 e RKIEAREL 10000
o 2 Y A Y 1.0 el le-2
GAE A 0.95 4L i) 0.1
BRI B | 4 7y 0.95

PR RITER, BATKBUR TSIl BIRGEE, e EM NI R .

class Env(object):
# Y45
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def __init__(self, src, max_episode_length=20, reward_scale=0.1):
# B
# src (list[str, str]): RExEGRABEGEENTIE, WHBRSE T H G KHE
# max_episode_length (int): WA FHATIHIELE
self._src = src
self._backbone = backbone
self._preprocess = preprocess
self._rgb_state = None
self._lab_state = None
self._target_lab = None
self._current_diff = None
self._count = 0
self._max_episode_length = max_episode_length
self._reward_scale = reward_scale

self._info = dict(Q)

832 {# F] TensorFlow ' ResNet API, AT LLET _state_feature Bf &) E M EHE . i
FEU R R

backbone = tf.keras.applications.ResNet50(include_top=False, pooling="avg’)

preprocess = tf.keras.applications.resnet50.preprocess_input

def get_lab_hist(lab):
# KM Lab AGEWETH
lab = lab.reshape(-1, 3)
hist, _ = np.histogramdd(lab, bins=(10, 10, 10),
range=((0, 100), (-60, 60), (-60, 60)))
return hist.reshape(l, 1000) / 1000.0

def get_rgb_hist(rgb):
# JRE RGB WG M AT HE
rgb = rgb.reshape(-1, 3)
hist, _ = np.histogramdd(rgb, bins=(10, 10, 10),
range=((0, 255), (O, 255), (0, 255)))
return hist.reshape(l, 1000) / 1000.0

def _state_feature(self):

s = self._preprocess(self._rgb_state)
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s = tf.expand_dims(s, axis=0)

context = self._backbone(s).numpy().astype(’float32’)
hist_rgb = get_rgb_hist(self._rgb_state).astype(’float32’)
hist_lab = get_lab_hist(self._lab_state).astype(’float32’)

return np.concatenate([context, hist_rgb, hist_lab], 1)

B, BATMEA OpenAl Gym (Brockman et al., 2016) AHRIFIFE L. K, ATIEIEE 14.1
B SRR _transit, KR A (14.1) ALK _reward.

def step(self, action):
# PATES
self._count += 1
self._rgb_state = self._transit(action)
self._lab_state = rgb2lab(self._rgb_state)
reward = self._reward()
done = self._count >= self._max_episode_length or action == 0

return self._state_feature(), reward, done, self._info

def reset(self):
# EENH
self._count = 0
raw, retouched = map(Image.open, random.choice(self._src))
self._rgb_state = np.asarray(raw)
self._lab_state = rgb2lab(self._rgb_state)
self._target_lab = rgb2lab(np.asarray(retouched))
self._current_diff = self._diff(self._lab_state)
self._info[’'max_reward’] = self._current_diff

return self._state_feature()

XHE ) PPO 5 5.10.6 FszlA AT ANE . FATTE PPO (Schulman et al., 2017) B T = H#i3h
RIS . FEIERMSE, FRATE LogSoftmax 1E NAT B W4 IHGE AL, IXFEREETHEBAH
PRI PR AL I B E R e M. X PPO B REAR, T4 2 B FIWI G B BRI T R 3L

class Agent(object):
# PPO %&b
def __init__(self, feature, actor, critic, optimizer,
epsilon=0.1, gamma=0.95, cl1=1.0, c2=le-4, gae_lambda=0.95):
# 540
# feature (tf.keras.Model): T3 FodfibH|EH Al W %
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actor (tf.keras.Model): AT## M%

critic (tf.keras.Model): #HbH|FE W%

optimizer (tf.keras.optimizers.Optimizer): f{tft&
epsilon (float): #H HWi#E1EFH epsilon

gamma (float): X FTdn

cl (float): fMEHIK R

c2 (float): WiF¥

self.feature, self.actor, self.critic = feature, actor, critic

H* O H O W H W H

self.optimizer = optimizer

self._epsilon = epsilon
self.gamma = gamma

self. cl = cl

self. c2 = c2
self.gae_lambda = gae_lambda

def act(self, state, greedy=False):
# BH:
# state (numpy.array): 1 * 4048 ZHIRA
# greedy (bool): & &ELBMAu L
# Returns:
# action (int): Fre&BHE
# logprob (float): ATik 4 1k B E 2 4T 4%
# value (float): LwIHKASHN(E
feature = self.feature(state)
logprob = self.actor(feature)
if greedy:
action = tf.argmax(logprob[0]) .numpy()
return action, 0, 0
else:
value = self.critic(feature)
logprob = logprob[0].numpy()
action = np.random.choice(range(len(logprob)), p=np.exp(logprob))
return action, logprob[action], value.numpy()[0®, 0]
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ERFPEE RS, FRAE T GAE (Schulman et al., 2015) B350 5B .

def sample(self, env, sample_episodes, greedy=False):
# NI R A — A
# S
# env: % EHINE
# sample_episodes (int): ZEXFHZL DR E
# greedy (bool): £ HHE T LHE
trajectories = [] # s, a, r, logp
e_reward = 0
e_reward_max = 0
for _ in range(sample_episodes):
s = env.reset()
values = []
while True:
a, logp, v = self.act(s, greedy)
s_, r, done, info = env.step(a)
e_reward +=r
values.append(v)
trajectories.append([s, a, r, logp, v])
S = s_
if done:
e_reward_max += info[ 'max_reward’]
break
episode_len = len(values)
gae = np.empty(episode_len)
reward = trajectories[-1][2]
gae[-1] = last_gae = reward - values[-1]
for i in range(l, episode_len):
reward = trajectories[-i - 1][2]
delta = reward + self.gamma * values[-i] - values[-i - 1]
gae[-i - 1] = last_gae =\
delta + self.gamma * self.gae_lambda * last_gae
for i in range(episode_len):
trajectories[-(episode_len - i)][2] = gae[i] + values[i]
e_reward /= sample_episodes
e_reward_max /= sample_episodes

return trajectories, e_reward, e_reward_max
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W5, RMSARALIIES 2 a0 S Fros, A (B 453 2K 3 B AL S5 A AL 1B 46 SCHR (Dhariwal et al.,
2017) HIHEIR

def _train_func(self, b_s, b_a, b_r, b_logp_old, b_v_old):
# I
all_params = self.feature.trainable_weights + \
self.actor.trainable_weights + \
self.critic.trainable_weights
with tf.GradientTape() as tape:
b_feature = self.feature(b_s)
b_logp, b_v = self.actor(b_feature), self.critic(b_feature)

entropy = -tf.reduce_mean(
tf.reduce_sum(b_logp * tf.exp(b_logp), axis=-1))
b_logp = tf.gather(b_logp, b_a, axis=-1, batch_dims=1)
adv = b_r - b_v_old
adv = (adv - tf.reduce_mean(adv)) / (tf.math.reduce_std(adv) + le-8)

c_b_v = b_v_old + tf.clip_by_value(b_v - b_v_old,
-self._epsilon, self._epsilon)
vloss = 0.5 * tf.reduce_max(tf.stack(
[tf.pow(b_v - b_r, 2), tf.pow(c_b_v - b_r, 2)], axis=1), axis=1)

vloss = tf.reduce_mean(vloss)

ratio = tf.exp(b_logp - b_logp_old)
clipped_ratio = tf.clip_by_value(
ratio, 1 - self._epsilon, 1 + self._epsilon)

pgloss = -tf.reduce_mean(tf.reduce_min(tf.stack(

* *

[clipped_ratio adv, ratio adv], axis=1), axis=1))
total_loss = pgloss + self._cl * vloss - self._c2 * entropy

grad = tape.gradient(total_loss, all_params)

self.optimizer.apply_gradients(zip(grad, all_params))

return entropy
def optimize(self, trajectories, opt_iter):

BT84 =B HEHATHA
b_s, b_a, b_r, b_logp_old, b_v_old = zip(*trajectories)
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b_s = np.concatenate(b_s, 0)

b_a = np.expand_dims(np.array(b_a, np.int64), 1)
b_r
b_logp_old = np.expand_dims(np.array(b_logp_old, np.float32), 1)

np.expand_dims(np.array(b_r, np.float32), 1)

b_v_old = np.expand_dims(np.array(b_v_old, np.float32), 1)
b_s, b_a, b_r, b_logp_old, b_v_old = map(

tf.convert_to_tensor, [b_s, b_a, b_r, b_logp_old, b_v_old])
for _ in range(opt_iter):

entropy = self._train_func(b_s, b_a, b_r, b_logp_old, b_v_old)

return entropy.numpy()
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